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Processor Instructions

- cycle time: length (in seconds) for a * Intel Tiger Lake:

clock cycle: Instruction CPI
5GHz = 2 x 1071% seconds (= 10 ns) ADD. SUB 0.25
, :
- step: execution of an instruction MUL 1.00
- step-rate: number of instructions DIV 6.00
executed in a cycle EADD 1 | 00
- cycles l[()er instruction (CPI): number '
of clock cycles to execute the FMUL 1.00
Instruction FDIV 4.00
* Memory Latency:
DDR ~300
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Memory Instructions

« Memory is q 1D arrgy of values Ox001 027 CPU
 Load/Store instructions move data ox002 | | o34 ¢ )
between memory and registers fetch/decode
0x003 241 instruction
float a = x*x + y*y + z%z; gxgg: ;g: (processor logic)
X ; 4
mov  xmml, DWORD PTR X[rip] 0x006 | | 149 | == execlte
oy e, Suoe> TR x(rie] - (ESEER SR mov o5 AL
> i _ 0x008 | | 050
mov  xmm2, DWORD PTR y[rip] P R—— > <
mov  xmm@, DWORD PTR y[rip] 0x009 || @95 data
mgé Xxmmo, xmm2 OX00A 247 (registers)
a Xmml, Xmmo Ox00B 197
mov  xmm2, DWORD PTR z[rip = Xmme@
mov ~ xmm@, DWORD PTR z[rip Ox00C | | 203 xmm1
mgé xmmg, xmm% @x00D 037 XMm2
a Xmme, xmm
mov  DWORD PTR a[rip], xmm@ OXOOE || 922 XIme
OX00F 237
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-
Latency vs. Bandwidth

* latency: the time it takes for a  bandwidth: the amount of data that

single piece of data to be retrieved can be transferred in a time span

latency correlates with speed and distance

\ \
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- Limited storage, close to the processor o ]ty T
- Multiple stages with increasing speed | L Y
Core i7-14700F (P-Cores)

L1 = 4 : ] 80 KB (per core)
|2 ~ 12 2 MB (per core)
L3 = 40 33 MB (shared)
DDR =~ 300 64+ GB (off-chip) | Combutt Ti,é

Intel 4 (7am EUV
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Linear Array Access

ox001 || 027 | ) mov xmml ©x001 miss, load 0x001

4-byt , cache

oxee2 | [ 034 | | Ca?ég mov xmml Ox002 hit
0x003 241 lines mov xmml ©x003 hit 0x009 095
DAL WECCEEN mov xmml ©x004 hit OXx00A || 247
D008 |l - ex00B || 197

mov xmml ©Ox005 miss, load Ox005
0x006 149 . @x00C 203
Ox007 936 mov xmml ©Ox006 hit
0x008 050 mov xmml ©x007 hit
9x009 095 mov xmml ©Ox008 hit ©x00D 037
OX00A 247 mov xmml ©x009 miss, load ©x009 OX00E 022
Ox00B 197 mov xmml ©Ox00A hit OXO00F 237
9x00D 937 mov xmml ©Ox00C hit
OXO0E 022 .
OxOOF 37 mov xmml ©Ox00D miss, load ©x00D
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Execution Stalls

* Memory reads cause stalls in
fetch/decode and execution nodes

CPU

fetch/decode
instruction
| (processor logic) |

execute
(ex. ALU)

data
(reqgisters)
Xmme
xmml
Xmm2

execution time

,

Xmm3
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I
mov >
_mul__
Cmov | >
i mov }
el
mul
add
I
mov >

float a = x*x + y*y + z*z;

mov
mov
mul
mov
mov
mul
add
mov
mov
mul
add
mov

xmml, DWORD
xmm@, DWORD
Xxmml, Xmme@
xmm2, DWORD
xmmd, DWORD
Xmmo, xmm2
Xxmml, Xmme@
xmm2, DWORD
xmm@, DWORD
Xmmo, Xxmm2
Xmmo, xmml

PTR
PTR

PTR
PTR

PTR
PTR

rip
rip]
[rip
rip’

<< XX

z[rip]

DWORD PTR a[rip], xmm@
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Hyperthreading

» “"Hide" stalls to keep execute nodes

active
Hyperthreading CPU thread A thread B
CPU CPU
. g \ execute
fetch/decode fetch/decode more execute
instruction instruction units are used I-------------I

| (processor logic) | | (processor logic) | | 00 . i execute
( exeCute | ( execute \ increased i i i--------------.i
I memory | !
(ex. ALU) (ex. ALU) occpancy L ;
' data | data data .. memory
(reqisters) A B || (o | I
I Xmme I [ xmm@ || |[_xmme ] execute ; I
I xmml | L xmml || |[_xmml | i ;
I Xmm2 | L xmm2 || (L xom2 f{{ (= ,E"'
I Xmm3 | L xmm3 || |[_xmm3 | EACCENE
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Maximizing occupancy can delay threads

thread A thread B thread C thread D thread A thread B thread C thread D

| execute I | execute I

[execute | | oo i i thread A [ ; memory 4 w1
: N i | execute delay i ¥ i | execute
R : i memory | GG e : i memory |

execute ! execute i !
; execute i
(om==s=smass \ i memory | . (oomsssssass ) i memory |
execute | ! Y i High-occupancy trade-offs: execute | ! Y ;
I— . « more threads finish in less total time = Loceeeeeeeee 5
execute execute

* individual threads can be delayed
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Processor Types (So Far)

instruction

execute

state

L xmm@ |
L xmml |
L xmm?2 |
L xmm3 |

Single-Core (SISD)
* One instruction
* One operation

* One state space
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instruction

instruction

execute

execute

state

L XxmmQ |

I xmmd |

L xmm] |

[ xmmb |

L xmm? |

L Xmme |

[ xmm3 |

I Xmm7 I

Superscalar Processor
* Instruction-level parallelism

* All ALUs have the same
state space

instruction

execute

state A

state B

L xmm@ |

L xmm@ |

[ xmmI ]

[ xmmI ]

L xmm2 |

L xmm2 |

[ xmm3 |

[ xmm3 |

Hyperthreading Processor
* Single instruction

ndependent state spaces

nterspersed instructions
orevent stalls
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|dentify the Application

Vector Processor (SIMD) Graphics Processor
_ single [T — ' instruction ' instruction |
instruction | ! : . . . . . ‘ ‘
( execute execute execute X[ X[ x| X [] x| X X x| x| x| Xx]] X
multiple ' ' ' il
execution{ | | execute || execute || execute ool ol clcl e
units : : Dol (alealalsal el e
execute execute execute . C{ ) (= ey ey g
q ‘ : - — — —
X X X X X X X X X X X X
state
Cxmmo 1 [ xmmd 1 [ xomd ] il
Cxmml_ | [ xmm5 ] [_xmm5 ] ol Sl ol (allalalalall e
Coxmm?2 | [ xmm6 ] [_xmmb6 ] oSl ol calal (allealalal el e
Coxmm3 1 [ xmmZ 1 [_xmmZ ] oSl ol calal (allealalal el e
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Intel Kaby Lake (i7-7700K)

e 4-core instruction instruction instruction instruction instruction instruction
pProcessor x I U [x x| x x U U x ] [x x| x x U U x ] [x x| x| x
e 3 8-unit SIMD x{Ixl x| x| [x[[x|x]|x xxIxl x| [ x|[x||x] x x (I x| x| x| [x|[x||x]|x
instruction tat instruction tat instruction state
e Intel AVX-512 —Sote —L - e
x x| T | x x| T | x XX | T |
X I x Il x Il x | | | | X | x Il x || x | | | | X | x Il x Il x | | | |
. — Dea-
* Throughput: 500 GFLOPs: 4 x 8 x 3 X 4.2GHz e e

« Compiler support: GCC, VS (/arch:AVX), Intel oneAPI | BAbJBBd Bl fx(x
» Intel ISPC compiler: https://ispc.github.io/ Tnsfruc);o: : Xt tx :
» https://pharr.org/matt/blog/2018/04/30/ispc-all X% | =22

I xix!Ixl [— L |
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